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Abstract

As storage deployments within enterprises continue to ,grow
there is an increasing need to simplify and automate. Ehgsti
tools for automation rely on extracting information in tharrh
of device models and workload patterns from raw performance
data collected from devices. This paper evaluates thetafec
ness of applying such information extraction techniqueseait
world data collected over a period of months from the dataeen
of two commercial enterprises.

Real-world monitor data has several challenges that tylpica
do not exist in controlled lab environments. Our analysis fo
creating models is using popular algorithms such as M5, CART
ARIMA and Fast Fourier Transform (FFT). The relative errate
in predicting device response time from real-world datad@s-
45%— a similar experiment using data from a controlled lab envi-
ronment has a relative error &% Bootstrapping models for the
two commercial datasets ran f@45 mins and477 mins respec-
tively, which illustrates the need for mechanisms thatcéffely
deal with large enterprise scales. We describe one suciggh
that clusters devices with similar hardware configuratioi¥ith
a cluster size of five devices, we were able to reduce the model
creation time t®4 mins andL38mins respectively. Finally, an in-
teresting trade-off arises in model accuracy and compatetiime
required to refine the model. To maintain an averag8%#brel-
ative error requires all data samples of the devices to béuihed
in model refinement, a process takiiigours; on the other hand,
if the models are not entirely rebuilt, the relative erroimabs to
53%

1. Introduction

Managing the IT infrastructure of an enterprise is be-
coming increasingly complex given the rapidly growing
number of users, business critical applications, and data
foot-print size. Gone are the days when administrators used
simple back-of-the-envelop calculations for their key-day
to-day administrative tasks. As an example, to provisienre
sources for an application requires determining the ssyver
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switches and storage subsystems that need to be allocated.
In a small setup, it would be reasonable to manually ana-
lyze the utilization of available resources and use haasist

to decide. In a petabyte scale, this approach would be in-
feasible and impractical.

There is significant body of research on developing tools
to help in such decision-making [5, 7, 25, 28, 33]. Each
of these tools differ in their techniques, but have a simi-
lar high-level design of using raw data collected from in-
dividual devices and applying machine learning techniques
to extract device models, workload models and time-series
load patterns. The usefulness of these tools is increasingl
dependent on the effectiveness of the information extrac-
tion techniques. Developing such information extraction
modules has long been a significant area of interest for
academia and industry [9, 15].

The unanswered question is how accurate the informa-
tion extraction really is in aeal-world IT setup? A rea-
sonably accurate device model for example, developed in a
controlled lab environment may be only marginally accu-
rate or even inaccurate in a real-world deployment. Real-
world data has the following key challenges:

e Large monitor intervals In lab environments, data
samples are usually collected from devices at fine
grained intervals of 30-60 sec. Given the scale of real-
world setups, data is typically collected at 5 - 20 min
intervals and each data point represents only the aver-
age over that period of time. This lack of fine grained
data collection impacts the accuracy of modeling tech-
niques and also significantly increases the amount of
noise in the collected data set.

Missing samplesTime-series pattern and trend pre-
diction functions are often sensitive to missing data
points collected over periodic intervals of time. In
a real-world environment, missing samples are very
common due to various reasons like overloading of
the management server.

Huge footprint of raw dataDevice models and trends
need to be continuously refined as new data samples



are collected. In large setups, refining all the device performs I/O over this network through one or more Host
models and time-series patterns over short intervals Bus Adapters (HBAs). Within the storage subsystems,
of time is not a feasible option given the computation physical storage (disks) is abstracted into multgtlerage
overhead on the management server. poolsand servers are assigned storage from these pools in
the form of volumes Security controls like Zoning and
The goal of this paper is to evaluate the effectiveness |LUN masking & mapping [11] dictate the switch and stor-
of information extraction modules when applied to raw age subsystem ports that can be used by the server HBA for
monitored data from the IT data centers of two real-world data I/O.
large enterprises with several business critical apjdinat
For our evaluation we implemented a prototype of device
modeling and time-series modeling in Java. Our prototype
utilizes popular algorithms with open source implementa- ‘ ‘ ‘ ‘
tions; Weka [4] library is used for device models and clus- ’ HBA ‘ ’ HBA ‘ ’ HBA ‘ ’ HBA ‘
tering algorithms; R [3] is used for time series models. The
raw data is retrieved from a IBM DB2 database populated ‘

’ Server ‘ ’ Server Server ‘ ’ Server

by IBM’s Total Productivity Center (TPC) [2] system man- ’ Edge Switch ‘ ’ Edge Switch ‘
agement software (an open source version of the tool as
available as IBM’s Aperi Initiative [1]). \

In summary, the key contributions of this paper are: Core Swiftch

e Evaluation of Modeling Effectivenesé/e present an
experimental evaluation on the effectiveness and ac- Storage
curacy of popular modeling techniques on data from Subsystem
two commercial enterprises.

e Real-world Challenges We describe a number of [ storage Poo | [storage pool
challenges during our evaluation and motivate the \
need for additional research on scalability of model-
ing techniques as well as ability to deal with complex
and incomplete data sets. Figure 1. Example data center environment

e New Optimizations We describe a clustering tech-
nigue to for faster bootstrapping and a sensitivity anal-

ysis for the accuracy qf d_evice models to re_f_inement Each component in a data center can be configured in
frequenf:y. Such qpt|m|zat|ons may play a critical role different ways influencing the performance of deployed ap-

in applying modeling to real world data centers. plications. For example, the RAID configuration of the
storage pool has a significant impact on the read/write per-
2. Data Collection Methodology formance. As a result, information extraction techniques
require complete information of the configuration settings

In this section, we first give a brief overview of the struc-  Of each device. In addition, real-time monitored data de-
ture of enterprise data centers and how configuration and Scribing the application workloads running in the system as
performance data is collected to be used for information well as performance metrics of devices are also needed. For
extraction. Later, we describe various challenges thatexi instance, a device model for a storage subsystem will pre-
in applying information extraction techniques to real-dor  dict the response time for 1/O requests for a certaank-
collected data. load with a particularconfigurationof the device.

Large enterprise data centers are complex webs of in-  Traditionally, heterogeneity and lack of standards have
terconnected components with multi-tier server farms con- been key challenges in collecting such configuration and
nected to hundreds of storage subsystems using a fab-performance data. One data center standardization initia-
ric of network switches. Figure- 1 shows an example tive that has received some recent success is the Storage
data center environment, with multiple servers connected Management Initiative Specification (SMI-S) [26]. SMI-S
to storage subsystems through a multi-layered network of defines a set of devigerofilesfor servers, storage subsys-
switches. The most popular data center topology uses the tems and networking components. These profiles are de-
core edge design architecture, wittige switchesonnect- fined for both configuration data — describing how the de-
ing the servers to a number of more powedate switches vice is configured and performance data — reporting its per-
(known as department/director class switches). Eachserve formance metrics like read/write loads and response times.



Component
Volume

Major Performance Metrics
Read/Write (10ps)

Read/Write Rate (MB/s)
Read/Write Cache Hit Percentage
Read/Write Response Time

Rec Mode Read 10 Rate/Cache hit
Cache-Disk Transfer Rate

Write Cache Delay Percent/IO Rate
(All volume metrics plus)

Backend Read/Write 10 Rate
Backend Read/Write Data Rate
Backend Read/Write Response Time
Disk Utilization Percentage
Send/Recv |10 Rate

Send/Recv Data Rate

Send/Recv Response Time
Send/Recv Packet Rate
Send/Recv Data Rate

Send/Recv Peak Data Rate
(Various Error/Loss Rate)

Process Kernel/User CPU Time
Process Memory Size

Process Page In/Out Rate
CPU/Memory/Network Utilization

Disk Array

Susbsystem
port

Fabric Port

Server

Table 1. Performance Metrics for Different Devices

Table 1 lists some of performance metrics for various data
center components.

Each individual device conformingto SMI-S is expected
to export its configuration and performance information in
the form of SMI-S profiles. The data center management
software periodically scans all devices in the data center
and retains the collected data into a centralized database f
a configurable interval of weeks or months. This historic
data is typically a snapshot of device configurations and
a collection of performance samples with timestamps and
values of different metrics. In our experiments, we used
the data collected from two enterprises stored in the IBM
TPC [2] central database.

2.1. Challenges in Data Collection

Even with the increasing popularity of SMI-S, there are
still many devices in real data centers that do not con-

form to standard SMI-S and thus are unmanageable by

the management software. This results in creabiofps
in the data center information available for modeling and
information extraction engines. These holes are espgciall
troublesome while dealing witielationshipsinformation,
e.g. if a network switch is un-manageable, it prevents
from understanding the relationships and connectivity be-

that switch. This severely impacts modeling and informa-
tion extraction.

Secondly, the sheer size of the modern data centers re-
quires novel methodologies for creating and maintaining
models extracted from the data. A modern data center can
have thousands of servers, switches and storage subsys-
tems and much larger number of storage volumes created in
those subsystems. Simply creating models of each of these
components can be extremely expensive in time and even
storage capacity. Additionally, maintaining these models
to ensure consistency with the current device behavior re-
quires further computational resources and time. This is
another of the challenges faced while attempting to apply
research in the modeling community to the real-world en-
terprise setups.

The size and complexity of data centers also results in
increasing the amount of noisy data present within the col-
lected data samples. Unlike the lab environments, where
experiments are run multiple times to avoid outliers, mon-
itoring data in an enterprise data for an extended period of
time is bound to contain significant amount of noisy data.

Additionally, most enterprises consider performance
data logging and system modeling as low priority appli-
cations. As a result, performance monitoring can only be
accomplished at rather coarse intervals to prevent interfe
ence with high-priority applications. For example, [2]-ol
lects performance data from storage subsystems and net-
work switches at 5-20 minute intervals with performance
averaged over these intervals. This is in contrast to what is
usually done in lab environments, where data can be col-
lected at a finer granularity. As described later, this im-
pacts accuracy of modeling and information extraction in
real world data centers.

Another impact of low prioritization of performance
monitoring is a large number of missing samples from col-
lected data. Inevitably, under times of system stress (e.g.
high loads), performance monitoring is one of the first ap-
plications to be sacrificed and shut down. This results in
periods of missed samples, which ironically are the most
important samples as they represent the behavior of de-
vices under high stress (approaching saturation, for exam-
ple). This also adversely impacts the accuracy of models
under these conditions.

In this paper, we attempt to bring these challenges to
the forefront and present results from our analysis of data
collected two commercial enterprise data centers. We ap-
plied a number of modeling and information extraction
techniques which are described next.

3. Information Extraction and Modeling

For our experiments on collected data, we implemented

tween servers and storage subsystems connected througha number of information extraction functions. In this sec-



tion, we describe three modeling techniques used to an-
alyze data: Device Modeling, Time-series Analysis and
Clustering of workload and device data. Many of these
techniques have been discussed in the research literature.
3.1. Device Modeling

Device models are used to predict a performance metric,

like response time or throughput, of a device based on input
workload and device configuration characteristics. Device

models are necessary for almost every management task,

for example, provisioning a new application requires as-

surances that the chosen resources can meet the workloaqb
a

performance requirements. Similarly for problem determi-
nation, device models are used to compare real device per-
formance with its expected behavior.

Given a workloadV, device configuratiol© and pre-
dicted performance metridyl, the goal of device model-
ing techniques is to predict the functioh as accurately as
possible such that

M =7 (¥ %)

The workloadWV is typically composed of multiple pa-
rameters, for example, /O rate, transfer size, read/write
ratios, random/sequential ratio and cache hit for a storage
workload. The device configuratio@,also includes mul-
tiple parameters like RAID configuration, number of disks
and stripe size.

Device modeling techniques can be roughly divided into
white-box and black-box methods. Given sufficient effort
and expertise, accurate simulations or analytical models
for # can be generated for devices based on their inter-
nal architectures. In contrast to such white-box techrégue
black-box models only require training data, obtained by
historical observations or systematically deployed irejn
workloads. Machine learning algorithms are typically used
to approximate the model. Because black-box models do
not consider the internal behavior of the device, it is diffi-
cult to guarantee the accuracy of prediction, especially fo
unseen inputs.

We use black-box methods primarily as we did not have
white-box models for every device type used in the setups
of the two enterprise data centers. Another reason not to
use white-box methods is that we only have averaged per-
formance data collected over an interval, typically 5 to 20
minutes, whereas white-box models usually require instan-
taneous inputs.

Applicable machine learning algorithms for device
models include regression methods, e.g., multivariate
linear regression, and Multivariate Adaptive Regression
Splines [15], decision tree methods, e.g., Classificatiah a
Regression Tree (CaRT) [9], and M5 [21]. Regression
methods postulate a simple form for the model and then

find parameter values that maximize the fit to the training
data. The accuracy depends on how close the postulated
form is with the real model. On the other hand, decision
tree methods do not assume any form for the model. In-
stead, it splits the training data based on entropy or vari-
ance. At the leaf node, CaRT takes the average constant
value, whereas M5 uses multivariate linear models. We use
both CaRT and M5 in our analysis.

3.2. Time Series Modeling

Time series models attempt to characterize a workload
sed on its historical behavior. The model is used for pre-
dicting future behavior, analyzing patterns, periodieityd
trend of the data series. It helps make smarter decisions in
various storage management tasks. For example, pattern-
analysis helps maximize the resource utilization by finding
complementary workloads that have peaks and troughs at
the same time so as never to overload the resource at a sin-
gle instant.

There are two main categories of time series analysis,
time domain and frequency domain. Analysis in the time
domain is most often used for trending and prediction. We
use the populakutoRegression Integrated Moving Average
(ARIMA) method [10] for time domain analysis. ARIMA
model typically requires determining the orders of its com-
ponents, for which we use best-practice values learnt from
our experiments. In addition to ARIMA, we also use sim-
ple linear regression for trend calculation. Linear regres
sion returns the trend directly as the intercept coefficient

Analysis in the frequency domain is often used for
periodic and cyclical observations. Common techniques
are spectral analysis, harmonic analysis, and periodogram
analysis. We apply Fast Fourier Transform [12] for fre-
quency domain analysis. Mathematically, frequency do-
main techniques use fewer computations than time domain
techniques, thus more suitable for complex data, but the re-
sult is more difficult to interpret. Fourier Transform gives
periodograms where periodic data series shows spikes at
its cycle, and non-periodic series is typically flat with lit
tle variation. Therefore we use statistical measurements
to infer periodicity. For example, larger variance implies
stronger periodicity.

3.3. Clustering

The clustering function provides the functionality to
identify sets of devices that behave similarly. This forms
a critical optimization in large enterprise data centers as
described later. Clustering can also be used to isolate ab-
normal samples in multi-dimensional data space. and iden-
tifying typical workload characteristics.



We use both K-means [17] and EM [14] machine learn- utes. For both data-sets, the details of the applicatioms ru
ing algorithms for clustering. Basic statistics of eactselu  ning on the IT setup were not available.
ter, namely prior probability, number of samples, cen-
troid and standard deviation of each dimension, can be re- 4.2. Device Modeling
trieved from these algorithms. Identifying abnormal sam-
ples through clustering is more involved because of the In real-world environments, physical disks are parti-
multi-dimensional data with different measures at each di- tioned into logical volumes and allocated to the enterprise
mension. The clustering algorithms provides two measure- applications. An enterprise storage controller can have
ments, probability and distance to differentiate between its physical disks partitioned in up to 64,000 logical vol-
normal and abnormal samples. Probability measurement umes. Sharing of logical volumes between applications is
considers the probability of the sample being generated by not common, but applications do share the cache and 10
its member cluster. Distance measurement considers the queue resources of the controller. In this section, we eval-
weighted Euclidean distance between the sample and the uate the accuracy of logical volume models using Bank-B
centroid. We use weighted distance because different met- dataset. The accuracy is compared with a similar device
ric have different statistics, e.g., cache hitis betweendd a  model generated in a controlled environment with a fine-
100 while IO rate goes up to thousands. Suitable metric grained sampling interval. We additionally analyze the er-
weights are obtained based on our experimental observa-ror distribution of the models for predicting at differeat}
tions. els of 1O load.

4. Experimental Evaluation 4.2.1. Prediction Accuracy The accuracy of logical
disk array models for Bank-B was evaluated using different

input-output attributes and different modeling algorigim

We choose read response time or write response time as
the output, and the input attributes are selected from 10
rates, data rates and cache hit rates. Standard 5-fold cross
validation is applied to examine the accuracy, with theltota
number of samples of 6912.

This section describes the results of information extrac-
tion applied to two datasets collected from IT infrastruc-
tures of commercial banks. In the rest of the discussion,
the datasets are referred toBenk-AandBank-B The data
was collected by monitoring the devices using IBM TPC
software. The performance data is collected for all devices
and persisted by TPC in an IBM DB2 database. The mon-
itoring interval varies from 5-20 mins. The entries in the
database have a timestamp associated with them.

For the evaluation, we implemented a prototype of infor-
mation extraction modules for device modeling and time-
series analysis in Java. The information extraction algo-
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rithms for CART, M5, and clustering are implemented us- 0 Read/Write 10 + Data Rate + Cache Hit
ing the Weka [4] open-source library. The time-series anal- Input Attributes
ysis is using R [3]. (a) Accuracy of M5 Models
. S 80
4.1. Data-set Details ;
&‘5 60
Bank-A has a smaller IT set-up compared to Bank-B. £ 40
The storage subsystem consists of six enterprise class stor £
age controllers, each of which has an average of 120 disks ﬁ o

with a total capacity of close of to 8 TB. There is an average Read/Write 10 + Data Rate + Cache Hit
of 200 servers connected to the storage controllers through mput Adributes

seven fabric-channel switches; each switch as 32-64 ports. (b) Accuracy of CaRT Models

The IT infrastructure was monitored over a two-month pe-
riod, with performance samples collected at 15-20 minutes
intervals, varying based on device types.

Bank-B had 16 enterprise class storage subsystems.
There are close to 1200 servers connected to the storage Fig. 2 shows that more input metrics give a more accu-
controllers using 78 fabric channel switches with 16-64 rate model. This does not mean models should include as
ports each. The monitored data was collected over a three- many metrics as possible. It depends on its usage. For ex-
month period with an average sampling interval of 5 min- ample, in order to predict the response time of a new work-

Figure 2. Device Model Accuracy using Bank-B dataset
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load added to the device, as we do not know cache hit rate
a priori, only 10 and data rates can be included; to detect
performance abnormality, more metrics should be included
to obtain a more accurate model.

M5 models are slightly better than CaRT models, be-
cause of the linear regression instead of constant valuk use
at the leaf node. Cache hit rate plays an important role in
predicting read response time, but is less helpful for write
response time. We observe that write cache hit rate is al- Figure 4. Accuracy at Different Values (M5 Model)
most always 100% due to the large cache size, which ex-
plains its insignificance.

We compare the results of a similar device model devel- lightloaded and the mean response time is small. Therefore
oped using CART in the controlled environment of a lab- @ small absolute error could still result in a high relative e
oratory. The sampling interval for the experiment was 30 Tor rate. Figure 4 shows the mean absolute error (average
- 60 sec. As shown in Fig. 3, the accuracy of the labora- Vvalue of all samples from all disk arrays) as a function of
tory models using CaRT are 30-44% higher on an average the actual response time. The error rate is less than 30%
compared to their real-world counter-parts. when the actual response time is less than 60 ms. Beyond
60 ms, the error rate is less predictable, partly because the
is not enough samples at high response time to learn accu-
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Mean Absolute Error (ms)
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Read Response Time (ms)

80 T

DRead Response Time rate models, and also because the disk array is more likely
e Response Time saturated at high response time, in which case the response
60 time becomes unpredictable.

To further examine the relationship between the sample
size and the model accuracy, for every disk array, we cal-
culate the number of samples with the read response-time
between 10 to 20 millisecontiand the mean relative error
rate of these samples. The results for all disk arrays are
displayed in Fig. 5. We use M5 model to get these results.
Results with CaRT model shows similar pattern. With more
than 50 samples in the time range, the majority of the mod-

40 11

Relative Error Rate (%)

20 T

+ + + + 1
Read/Write 10 +Data Rate +Cache Hit

Input Attributes els keep a relative error rate less than 40%. With more than
200 samples, the error rate is bounded by 40%, and it is
Figure 3. Device Model Accuracy using controlled lab- bounded by 20% when there are 800 samples or more.
oratory data
S
F
¢
The results described so far are for Bank-B. The moni- £
toring interval for Bank-A is 3-4 times that of Bank-B lead- 2 [ T
ing to an even worse accuracy. The average Mean Relative é ‘ ‘ ) - ‘ o ‘
Error for read response-time prediction was 82% and the % 200 400 600 800 1000
write response-times was 90%. This is explained by the Number of Samples

fact that response-time measured over a larger monitoring
interval is an average, without the details of instantaseou
peaks and valleys. Creating a model with such data in-
cludes the noise that gets factored in the observed behavior
Thus sampling frequency does have a significant impact in
deciding the modeling accuracy.

Figure 5. Accuracy with Different Sample Sizes

4.4. Time-series Analysis

First we evaluate the period calculation. We applied
4.3. Error Distribution the algorithm to disk array workloads in Bank-B because
Bank-A has too many missing samples. There are many

The relative error rate is calculated as the mean absolute —; . . .
.. . We pick this time range because a low range might result melar
error d|V_|ded by th.e mean value of the OUtpUt. metric. The  ang skewed error rate, and a high range does not have enaugtesao
value might be misleading because many disk arrays are understand the relationship.



Total Weekly Daily Likely No write workloads have more periodic behavior, followed in

Array Periodic Periodic Periodic Load order by sequential read, random read and random write.

S| 46 8 6 4 5 Periodic patterns in switch performance metrics are less
S| 48 8 2 5 29 prevalent, probably because of the aggregation of difteren

S| 48 6 5 8 28 workloads passing through.

S| 70 7 S) 0 15 Both banks keep raw performance samples for two
months at most, which is too short for trend analysis. Fortu-

Table 2. Periodogram Analysis Results for four disk ar- nately Bank-A also keeps the aggregated daily performance
rays in Bank-B data for 6 months. We display the total IOps trends of all

volumes in a storage controller for both Q4 2006 and Q1
2007 as scatter plot in Fig. 7. Most of dots are located near
the origin, which means no growth or decline. In addition,
we see more disk arrays with positive trends in Q4 2006
and negative trends in Q1 2007, which might be related to
holiday shopping activities.

patterns in the workload. For example in Fig.6, the work-
load shows weekly pattern (with missing samples). It is on
every morning from Monday to Friday with IO rate around
100 to 300 per second. The periodogram clearly indicates

the cycle.
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Period(days/cycle) 4.5. Optimizing Bootstrapping

(b) Periodogram ] o ] )
Bootstrapping of the initial device models and time-

Figure 6. Sample Workload and its Periodogram series models for all the devices in Bank-A and Bank-B
takes 245 mins and 477 mins respectively. Given that re-
configuration of devices is quite common in real-world en-

We list some sample results in Table 2. The table shows vironments, as well as incrementally scaling the infrastru
the analysis results of disk arrays in four storage subsys- ture by periodically adding new storage devices to the live
tems, namely&;, S, S andS,. The analysis is based on  production environment, there is a need for mechanisms
sequential write 10 data. The workload is likely periodic  that optimize the bootstrapping in large enterprise scales
when the spikes in periodogram are not evident based on Entities in a storage system often exhibit similar or even
statistical measurements. No load means average 10ps isidentical behavior due to similar configurations. For exam-
less than 100. We manually verified these results. Weekly ple, 300 disk arrays in one medium-size data center has less
and daily patterns are all correct. Roughly half of the than 6 unique configurations. Using the white-box knowl-
“likely periodic” cases show clear periodic patterns, the edge about disk array configuration such as disk model, ro-
other half are ambiguous. tation speed, RAID level, stripe size, it is possible to ag-

We have also examined other performance metrics, disk gregate information and reduce computation complexity.
arrays in other subsystems, and other entities namely vol- More specifically, a single model is shared by all similarly
umes, switch ports etc. In general, at least 20% of the configured entities.
workloads have periodic patterns. The prevalence of peri-  This optimization groups information by similarity and
odic patterns varies across metrics and devices. Sequentia therefore reduces the calculation to one representative pe



group. Clustering can be done using either white-box or 4.6. Understanding Sensitivity to Refinement
black-box methods. With white-box approach, components
are clustered if they have the same hardware configuration  Device and time series models need to be continu-
and logical configuration. With black-box approach, com- ously refined over time. Model refinement could be sched-
ponents are clustered based on similar input and output uled regularly or triggered by events such as configuration
behavior which in real-world environments is much more changes, or significant inaccuracy in the prediction. Typ-
error-prone. ically, models are refined once the difference between the
The reduction in computation complexity using model predictions of new data samples and their actual values ex-
clustering, however, comes with its tradeoffs. The acqurac ~ ceeds a user-defined threshold.
of the models for some cluster members may reduce sig- e examine the computation time and performance of
nificantly over time. Hence, we always use the clustering massive model refinement. Consider a resource provision-
based approach as long as the accuracy remains reasonabldng scenario where the models for 300 disk arrays are old,
For the experimental evaluation, we group disk arrays into now we could rebuild all models with new data or only re-
several clusters using the white-box approach of comparing build inaccurate models. We take the last 1000 samples as
physical and logical configuration. The program generates the testing data, and use all earlier samples as trainirag dat
one model per cluster based on samples from all disk arrays Models are built on training data, then evaluated on testing

init. data. There is a customizable threshold. Models with rela-
tive error above the threshold are rebuilt on all data sample
| no cluster 2-device in cluster 5-device and cross validated. Results are displayed in Fig. 9.
Bank-A| 245 min 167 min 94 min o
Bank-B| 477 min 303 min 138 min
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o
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Table 3. Model Building Time with Model Clusters
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Table 3 shows the model building time with or without
model clusters. The time is for building one M5 model

Average Relative Error (%)

w
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0
(for one metric) for all disk arrays in Bank-A and Bank-B. Relative Error Threshold for Model Refinement (%)
Per-model building time for Dataset-B is longer because it (a) Accuracy Improvement

has more samples per model. Similarly, computation time

saved is not linear with the cluster size because larger clus
ters include more samples. 5
E 10°F
£
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Figure 8. Accuracy for Clusters of Models

If all models are rebuilt, the average relative error rate is
35%, but it takes 5 hours. If we do not refine any model at
The average error rate with different cluster size is dis- all, the accuracy is around 47%.

played in Fig. 8. Cluster models over-perform single device In a real-world environment, model refinement service
models when there is not enough samples per disk array, needs to be adaptive based on device load — heavily loaded
because cluster models take more samples from all mem- devices are checked more frequently than the light loaded
ber disk arrays. Once the accuracy converges with enough devices, and model usage — frequently used models are
samples, smaller cluster size gives better performance be- checked more frequently than the ones that are used rarely.
cause our models take average rather than instantaneoudn the case of clustering based bootstrapping, the refine-

values as the input. ment needs to periodically check model accuracy for in-



dividual cluster members. Less accurate members are ex-

tracted out of their clusters and their models are built and
refined individually.
4.7. Lessons learnt

Based on the experimental results, the key take away
points are summarized as follows:

e Accuracy of device models is affected by monitoring
interval. The smaller the interval, the more accurate
the models, and vice-versa.

Time-series analysis is sensitive to missing data sam-
ples. Further, load at the individual storage devices
does exhibit periodic patterns.

Refinement of models for a data-center environment
runs for several hours and needs to be a planned op-
eration. As shown in the results, ensuring 35% rela-
tive error threshold requires refining all models which
takes 5 hours to complete.

Real-world environments have several logical devices
with similar logical and physical configuration — clus-
tering them together helps reduce the bootstrapping
time at the expense of accuracy.

5. Related Work

Our experimental evaluation aims to help validate ex-
isting research on intelligent wizards that use system de-
vice models, time-series analysis and other extracted-info
mation to automate administrative tasks. Creating device
models can either be done using a white-box or a black-
box approach. White-box models are difficult to maintain

and not always preferred in systems management solutions.

These are built using device-specific domain knowledge
details and are specific to a particular logical configuratio
and hardware model [24, 30]. Such models have been ap-
plied for performance debugging problems [23]. In this pa-
per, our focus was on black-box models that start off with
minimal or no device specific information, and create re-
gression functions to predict device performance as a func-
tion of load characteristics. Anderson et. al. [6] proposed
table-based approach — bootstrapping the model with vari-
ous workload features and recording the corresponding per-
formance in the form of a table. CaRT has been studied to
model storage devices [32]. Essentially CaRT organizes
data point in a tree instead of table. The tree splits a node

arelative fithessnodel has been proposed [19] to predict
performance differences between a pair of devices. The
model is very interesting as devices in a data center usually
share similar or identical configurations.

Time-series analysief workload trends and load pat-
terns have been applied for optimizing performance e.g
load-balancing [22], data prefetching [27]. The standard
technique for forecasting a time series function is us-
ing ARIMA [10]. In this approachautoregressive terms
counts for the lags of the difference series appearing in
the forecasting equation, while tmeoving averageéerms
accounts for the lags of the forecast error€lustering
algorithm has been applied to performance management
[20, 23] to isolate performance anomalies. Path correla-
tion and dependency analysis has been studied in vari-
ous domains [8, 18], which mainly apply host instrumen-
tation or packet probing to get request traces and then cor-
relate components by automatically analyzing the traces.
There are several existing storage management wizards
that extract information to automate administrative tasks
Chameleon [29], Facade [16], Polus [28] and Argon [31]
automate workload throttling based SLO enforcement so-
lutions; QosMig [13] automates data migration for enforce-
ment of Service Level Objectives; Hippodrome [7], Min-
erva[5] and SMART [33] automate resource allocation that
can be used to either design a new infra-structure or extend
an existing deployment in order to satisfy SLOs.

6. Conclusions and Future Work

The core for automating storage management is based
on information extraction from raw monitored data. In this
paper, we validate the effectiveness of device modeling and
time-series analysis in the real-world IT environment of
two Fortune 500 banks. The results provide bounds on
the accuracy of information extracted from data, as well
as challenges in dealing with real-world data in contrast to
controlled laboratory environments. It provides valuable
lessons in bootstrapping and refining information for large
IT environments.

In this paper, we have aimed to address the question:
how accurate the models can beDur areas of future
work include: (i) addressing the questionhafw accurate
the models need to befor automating system manage-
ment tasks. Among other parameters, the answer will vary
greatly based on the management task being automated.

based on data entropy, and the output value at the leaf node(ii) Based on the overheads of information extraction in

is the average value of all points in the branch. M5 [21]
model takes one step further to use multivariate linear mod-

large environments, we are currently exploring optimiza-
tion techniques such as intelligent model refinement trig-

els instead of the average value at the leaf node. Recently gers that can be applied to real-world IT management.
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